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ABSTRACT

In neural network surrogate solvers for electromagnetic simulations, accurately modeling resonant phenomena remains a central
challenge. High-amplitude resonances generate strongly localized field patterns that deviate significantly from the general
distribution of non-resonant cases, leading to instability and degraded predictive performance. To address this, we introduce
dissipative relaxation transfer learning (DIRTL), a data-efficient training framework that integrates transfer learning with loss-
regularized optimization principles from high-Q photonics. DIRTL first pretrains the model on data generated with a small
fictitious material loss, which broadens sharp resonant modes and suppresses extreme field amplitudes. This smoothing of the
response landscape enables the model to learn global modal features more effectively. The pretrained model is subsequently
fine-tuned on the target lossless dataset containing true high-amplitude resonances, allowing stable adaptation based on
the pretrained representation. Applied to both the Fourier Neural Operator (FNO) and UNet architectures, DIRTL yields
substantial improvements in prediction accuracy, including up to a two-fold error reduction for the FNO variant. Furthermore,
DIRTL demonstrates robustness across diverse training conditions and supports multi-tasking performance, suggesting the
generalizability and flexibility of the pretrained core. Altogether, these results position DIRTL as a physically grounded curriculum
for improving the reliability of neural network surrogate solvers.

1 | Introduction

In recent years, machine learning (ML)-based approaches have
been widely adopted in nanophotonics research, ranging from
alternative device-optimization strategies using generative mod-
els and reinforcement learning to accelerating conventional
inverse-design workflows. In particular, ML-driven surrogate
solvers have gained significant attention due to their strong poten-
tial for integration into modern inverse-design pipelines. Conven-
tional numerical methods for electromagnetic (EM) simulations,
such as the finite-difference time-domain (FDTD) method and
rigorous coupled-wave analysis (RCWA), provide accurate solu-
tions but are often computationally expensive, thereby becoming

a major bottleneck in iterative design processes. To address these
limitations, neural network (NN)-based surrogate models have
been explored to accelerate simulations and enable high-speed
exploration of complex design spaces [1-4].

In training NN-based surrogate solvers for EM simulations, a sig-
nificant challenge arises when dealing with resonant structures.
Owing to the spectral bias of NNs, models preferentially learn
smooth, low-frequency features during training, making it inher-
ently difficult to capture the sharp spatial variations and large
gradients associated with resonant responses [5, 6]. As a result,
resonant field patterns, characterized by strong localization and
high spatial frequency components, are underrepresented. To
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achieve accurate forward representations, this limitation must
be addressed within surrogate modeling frameworks, where
precise inference of the underlying Maxwell equation solutions
is essential. Such accuracy is critical for reliable downstream
inverse-design applications, including gradient-based optimiza-
tion, latent-space search methods, and ML-assisted optimization
frameworks [2-4, 7-11].

Beyond this intrinsic limitation, the difficulty is further exacer-
bated by the dataset’s statistical nature. Highly resonant cases
are typically scarce and deviate significantly from the dominant
background scattering patterns, effectively acting as outliers [12-
15]. Consequently, even when the model attempts to fit these
cases, their high variance and sensitivity make them difficult to
learn consistently, leading to underfitting of resonant responses.
At the same time, the presence of such outliers can distort
the overall learning process, resulting in overfitting behaviors
where non-resonant cases are incorrectly predicted as resonant.
Most prior work on NN-based PDE solvers has focused on
mitigating the impact of such outlier cases [16, 17]. However, this
strategy is not suitable for EM problems, where resonant modes
play a central role in the functionality and design of photonic
devices [18, 19].

The majority of existing approaches for improving NN surrogate
solvers primarily focus on model design, modifying network
architectures to enhance generalization and expressivity, thereby
enabling them to handle more diverse and complex physical
systems. For accurate field predictions, NN models such as
DeepONet [20, 21], UNet [7, 14, 22-27], and the Fourier Neural
Operator (FNO) [12, 15, 28-30] have been extensively explored.
While these strategies have demonstrated notable performance
gains, they remain largely problem-specific, with solutions often
tailored to specific datasets or device configurations. More criti-
cally, although such methods can alleviate certain challenges in
photonics modeling, they do not directly address the intrinsic dif-
ficulty of accurately capturing resonant behaviors that dominate
many photonic systems.

Another important line of research incorporates physics-based
loss functions during learning. In EM systems, this often takes
the form of a Maxwell loss, which quantifies how well the
surrogate solver adheres to Maxwell’s equations. By embedding
this physical knowledge directly into the training objective, the
model is encouraged to learn physical behavior rather than
merely interpolating data, thereby improving data-efficiency and
generalization [15, 23-26]. However, a key challenge remains in
that highly resonant responses are difficult to capture, even for
physics-informed approaches, due to their multi-scale nature. In
resonant cases, the field consists of a smoothly varying back-
ground overlaid with sharply localized, high-amplitude features.
This combination poses significant challenges during training,
as physics-informed neural networks (PINNs) inherit spectral
bias, which limits their ability to resolve localized high-frequency
features [31, 32]. In addition, PINNs do not directly address
the outlier nature of resonant cases. For this, solely addressing
the physical aspect will prove insufficient for the inference of
resonant features.

In this work, we propose a data-driven training framework
that combines conventional photonic optimization principles

with transfer learning to address challenges from high-resonant
training regimes. Inspired by optimization strategies for high-Q
photonic structures, where artificial material loss is introduced
to broaden sharp resonances and subsequently removed to
recover optimal performance [33-36], we formulate an analogous
two-stage learning process termed dissipative relaxation transfer
learning (DIRTL). This approach enables smooth convergence
and enhanced generalization by guiding the network through a
refined learning landscape.

Consequently, DIRTL achieves substantially improved prediction
accuracy with approximately nine-fold sample efficiency for the
given problem set, demonstrating its effectiveness as a data-
efficient framework for EM surrogate solvers. We further propose
that DIRTL’s ability to enable robust and data-efficient surrogate
model training can benefit inverse-design workflows by allowing
more accurate evaluation of resonant responses. This improved
fidelity, combined with reduced data requirements, enhances the
practicality of surrogate solvers in large-scale and iterative design
settings.

2 | Dissipative Relaxation Transfer Learning
2.1 | Problem Description

As a physical problem, we consider a one-dimensional (1D) multi-
wavelength binary grating, which is described in Figure 1a. The
grating consists of a 1 X 64 array in free space, illuminated by
a transverse magnetic (TM) plane wave normally incident on
the device. Each element alternates between free space and a
dielectric material with refractive index n = 2. The training and
testing datasets span wavelengths from 650 to 750 nm in 10 nm
increments, with all EM field data generated using the meent
RCWA solver [37]. Simulations employed 81 Fourier orders, which
were shown to be sufficient for numerical convergence (see
Section S1).

From this problem setup, we observe the emergence of the reso-
nant outlier cases as described above. As illustrated in Figure 1b,
most of the generated test samples are non-resonant, not showing
pronounced localized field enhancements in the grating space,
while cases of highly localized fields with large field amplitudes
occasionally emerge. This distribution is quantified in Figure 1c,
displaying a long tail corresponding to strongly resonant cases
with maximum amplitudes reaching over 50 times the incident
field amplitude.

As the baseline surrogate solver, we employed the FNO model
[28] consisting of a lifting layer, a series of Fourier layers, and a
projection layer, which has been widely adopted in recent EM
simulation studies. Both lifting and projection layers consist of
1 X 1 pointwise convolutions, mapping the input in and out
of the iterative Fourier layers. To further examine the general
applicability of our training strategy, we also implemented a
UNet model, which has demonstrated comparable effectiveness
in EM field prediction and inverse-design tasks [22]. UNet
follows the standard encoder-decoder architecture with residual
connections, which is commonly used in image segmentation
(see Section S2).
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Problem schematic for DIRTL testing. (a) Data generation setup. Training and test samples are produced by randomly generating

binary grating structures. (b) Representative field distributions for resonant and non-resonant cases. Resonant structures exhibit strongly localized,

high-amplitude fields concentrated within the grating region, whereas non-resonant cases show broadly distributed, weakly varying fields. (c) Baseline

FNO performance trained only on lossless target data with the bin-averaged error (blue markers) and the corresponding data-distribution histogram

(gray bars). Each light-blue dot indicates the prediction error versus the maximum field amplitude for a single test sample, and blue markers denote the

average error within logarithmically spaced amplitude bins. The histogram shows an exponential decrease in sample count with increasing maximum

amplitude, with extreme resonant cases (amplitudes approaching 50) comprising less than 0.1% of the dataset. Red circles highlight the locations of the

resonant and non-resonant examples from panel (b) within the overall error-amplitude distribution.

To incorporate wavelength information effectively, we adopted
the wave prior approach introduced in NeurOLight [29]. In this
method, the wavelength is encoded as a sinusoidal function
that mirrors the incident plane wave, providing both explicit
wavelength information and a strong initial guess for the model
to refer from. For each training sample, both the device struc-
ture and the corresponding wave prior were used as model
inputs. The networks were trained using the mean squared
error (MSE) loss, while optimized by the Adam optimizer [38].
The learning rate was tuned through Bayesian optimization
with a step learning rate scheduler, which provided the most
stable and efficient convergence. The detailed hyperparame-
ters for both models and learning rates are summarized in
Section S2.

When trained on such data, the baseline FNO model displays an
order of magnitude higher prediction errors in regions associated
with strong resonances, as shown in Figure 1c. Furthermore,
the model’s effort to fit these extreme resonant responses can
lead to overfitting, which reduces prediction accuracy for non-
resonant structures (see Section S2). These behaviors highlight
the intrinsic difficulties in EM surrogate solvers due to highly
resonant responses.

2.2 | High-Q Optimization in Traditional
Photonics

In conventional photonic design, optimizing high-Q resonant
features is intrinsically difficult. The extremely narrow spectral
linewidths associated with high-Q modes create sharply peaked,
highly nonconvex objective landscapes, making it challenging

for optimization algorithms to accurately locate optimal con-
figurations [39, 40]. A widely used remedy is to introduce
fictitious material absorption during optimization. This artificial
loss broadens narrow spectral features, which smooths the overall
landscape. From this, it becomes easier to capture the relevant
modal behavior, enabling more reliable exploration of the global
design space. Once a promising configuration is found, the added
loss can be gradually removed, allowing convergence toward the
true high-Q response [33-36].

This effect can be understood through the quasinormal mode
(QNM) framework. QNMs, which are solutions to the sourceless
Maxwell equations, define the resonant modes of an EM system.
QNMs of a system consist of eigenmodes E,, and corresponding
eigenfrequencies @,,. Such eigenfrequencies are often mentioned
as poles, as they are found as the divergent poles of the system
for a certain physical response in the complex frequency plane
[18]. Now, given a structure with a permittivity distribution e(r),
adding a small imaginary component ide(r) shifts the QNM
poles deeper into the complex frequency plane while leaving
the real frequency component essentially unchanged. First-order
perturbation theory yields a purely imaginary eigenfrequency
correction as below [36].

@, [ Ep - Se(®)E,,dv
2/E; -e(x)E,dv

Such small losses leave the modal field profiles largely intact
while not shifting the resonant frequency, but increase the
imaginary part of the frequency, which contributes to effective
damping of the resonant mode amplitudes (see Section S3 for
detailed derivation).

Advanced Optical Materials, 2026

30of11

85UB11 SUOWILLOD BAER1D 3|gedt dde 8 AQ peuRA0B a1 SaPILE VO ‘BSN JO S3IN o} AR 1T BUIIUO AB]IM UO (SUORIPUOD-pUB-SLLBY WO AB] I ARe1q1 Ul |u0//SARY) SUORIPUOD PUe Swid L 843 885 *[9202/20/80] U0 Aiq1T8UIIIO 4811 ‘(PePIUES 8P OLBISIUIN) UOKIAO [EUOIEN BUBILR0D USILeds Aq 99ET . WOPR/Z00T OT/I0p/L0D" A3 | 1M Aeiq1jeul juo"peoLreApe//Sdny L. pepeo|umoq ‘SZ ‘9202 ‘TLOTS6TZ



n=2+0i n=2+0.001i n=2+0.01i n=2+0.1i

(a 2

0
¥
=41 3 L
x B c)
(o8
o o
E-8

. . - T v -8
460 400 420 440 460 400 420 440 460 400 420 440 460
Re[freq](THz)

(b) © 50

1
=3 =
2 5 £
N 2 T

3

0.5
0 0.5 10 0.5 1
X(um)
FIGURE 2 | Relaxation of resonant structures via fictitious material loss. (a) Complex frequency sweep of device reflectivity. Introducing a small

imaginary component to the refractive index shifts the resonance pole near 429 THz (~700 nm) deeper into the complex frequency plane. The shift occurs

almost entirely along the imaginary axis, indicating damping of field amplitudes while leaving the real resonance frequency essentially unchanged.
(b) Corresponding field distributions at 700 nm. Adding controlled material absorption attenuates the resonant field intensity within the grating region
while preserving the underlying modal profile. Among the tested values, n = 2 + 0.01i provides the most effective balance between amplitude reduction

and mode fidelity (see Section S4).

2.3 | Physics-Inspired Transfer Learning Strategy

The same effect can be applied in our EM surrogate-model
training domain. Certain device configurations exhibit strong
guided-mode resonances, generating outlier samples in both
training and test datasets. Introducing fictitious absorption,
which is implemented as an additional dielectric loss term, shifts
the corresponding QNMs along the imaginary axis, as illustrated
in Figure 2a. Following the QNM shift, we see a reduction in
amplitudes, which is illustrated in Figure 2b.

Borrowing the idea of relaxing resonant field intensities to
promote more global optimization behavior, we reinterpret this
process within a curriculum learning framework for NN training
[41]. Specifically, we design a two-stage learning curriculum that
guides the model to first learn general modal features before
confronting the full complexity of highly resonant cases. In the
first stage, the model is trained on data generated with artificial
material loss included (lossy data), where sharp resonances are
suppressed. This effectively simplifies the learning landscape,
allowing the model to capture smooth, global response charac-
teristics. In the second stage, the pretrained model is transferred
and fine-tuned on the target dataset generated without material
loss (lossless), which includes high-amplitude resonant config-

urations. We name this process dissipative relaxation transfer
learning, or DIRTL.

For our specific 1D binary grating example, we introduced a small
dissipative term to the refractive index (n = 2+ 0.01i) chosen
to achieve effective amplitude attenuation while preserving the
overall modal profiles. The value 0.01i added was shown to
be most effective among several test values (see Section S4).
Such values can be heuristically derived via quasinormal mode
analysis, which supports our choice of material loss (see Section
S3). In the baseline configuration, where the model was trained
solely on lossless data, 9000 random structures were used, with
field data sampled at each wavelength point (9000 samples x 11
wavelength points, in total 99,000 training and test samples). In
the DIRTL setup, we used 4,500 random structures for both the
pretraining (lossy) and fine-tuning (lossless) stages, ensuring that
the total amount of training data was equivalent to that of the
baseline (49,500 training samples for each stage). The validation
and test set consisted of 1000 random structures generated under
lossless conditions, using the same wavelength sampling (11,000
validation and test samples).

We first perform fine-tuning directly from the pretrained model
with all parameters unfrozen, which we refer to as I-DIRTL,
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FIGURE 3 | f-DIRTL FNO training strategy. (a) Pretraining stage. A 6-layer Fourier Neural Operator (FNO) is trained using structures paired with

a wave-prior encoding, which provides both wavelength information and a physically informed ansatz. The pretraining targets are field distributions

computed with a small fictitious material loss, resulting in smoothed, attenuated resonances. (b) Fine-tuning stage. The final 10-layer FNO is initialized
by transferring and freezing the lifting layer and the first 6 Fourier layers from the pretrained model. The remaining Fourier layers and the projection
layer are then trained on the target lossless dataset, which includes high-Q resonant responses.

with 1 standing for loose. In this case, both the pretraining and
fine-tuning stages are conducted using the same 10-layer FNO
architecture. However, such an approach can lead to forgetting
of the pretrained representations. To mitigate this issue, we
introduce f-DIRTL, with f standing for freeze, where a smaller
6-layer FNO is first pretrained on the lossy dataset, and its
parameters are subsequently transferred to a larger 10-layer FNO.
The transferred layers are frozen to preserve the learned global
features, while the additional deeper layers are trained to capture
high-amplitude resonant characteristics. For a fair comparison,
the baseline, I-DIRTL, and f-DIRTL models all share the same
final network architecture. The f-DIRTL FNO schematic is shown
in Figure 3.

Meanwhile, for a fair comparison with conventional curriculum
learning strategies, we evaluated two alternative data-sampling
approaches. The first is a data-driven curriculum baseline,
in which resonant samples are gradually introduced during
training [41]. Specifically, over a total of 100 training epochs,
high-amplitude resonant data are incrementally included in
the training dataset every 25 epochs, progressing from low to
high-amplitude cases. The second approach is an oversampling
strategy, where the minority high-Q resonant samples are dupli-
cated within the training dataset to compensate for their inherent
scarcity [42]. Detailed implementation procedures and results for
both approaches are provided in Section S5.

In the case of UNet, both the freeze and loose variants use
identical architectures during pretraining and fine-tuning. For f-
DIRTL, only the down-sampling path (the encoder that extracts

the underlying physical features) is transferred and frozen during
fine-tuning, whereas in 1-DIRTL the entire network is updated
end-to-end (see Section S4). For additional baseline comparison,
we implemented a PINN hybrid strategy, utilizing Maxwell
loss while training to compare against physics-assisted learning
strategies. The Maxwell loss evaluates the prediction’s degree
of satisfaction with Maxwell’s equations, thereby providing
explicit physical guidance during optimization. Implementation
was done by using both MSE and Maxwell loss, with ratio
balanced throughout the iterative process (details are provided in
Section S6).

Model performance was evaluated using the normalized predic-
tion error, defined as follows.

N e
1 ”yi_yi”p
LGy =5 ¥ ——t
P
N &,

Additionally, to assess practical device performance, we extended
our evaluation from near-field errors to far-field observables
by computing transmission spectra from the predicted fields.
Specifically, a near-to-far-field transformation was carried out
using Fourier analysis at the output boundary to extract the
zeroth-order transmission coefficient. Results were calculated
and averaged over 30 layers along the z-direction to ensure
stability, and this procedure was applied consistently to both
the ground-truth and predicted fields [23]. This enables direct
comparison of spectral features, particularly sharp resonant dips,
providing a more application-relevant validation of DIRTL for
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FNO, we do not plot the results of I-DIRTL FNO. (a) Error distribution comparison plot between baseline FNO and f-DIRTL FNO. Each light-blue
(baseline FNO) and light-coral (f-DIRTL FNO) point represents the prediction error of an individual test sample plotted against its maximum field
amplitude. Blue and red markers show the corresponding average errors within logarithmically spaced amplitude bins for the baseline and f-DIRTL
models, respectively. The figure is plotted in a log-log scale. Linear scale representation is shown in Section S2. (b) Transmission prediction comparison
between f-DIRTL FNO (red) and baseline FNO (blue). Ground truth is illustrated with dashed black lines. The inset zooms into the resonant dip near
710nm. (c-g) Field distributions and prediction errors for the test case in (b), at a 20 nm wavelength interval. (¢) Ground-truth field distribution.
(d) Baseline FNO prediction. (f) {-DIRTL FNO prediction. (e, g) Corresponding prediction-error maps for (e) the baseline FNO and (g) the f-DIRTL

FNO. We see that resonance predictions are improved in f-DIRTL FNO.

nanophotonic device performance. Evaluation for transmission
spectrum accuracy was done via L, error compared to the
true spectrum over 1000 test samples generated with 0.5 nm
wavelength interval.

3 | Result and Discussion
3.1 | Performance Comparison

Comparing the f-DIRTL FNO with the baseline FNO reveals
a pronounced improvement in prediction accuracy, with the
normalized L, test error decreasing from 5.72% to 2.81%. As shown
in Figure 4a, f-DIRTL consistently enhances accuracy across
both resonant and non-resonant samples. Furthermore, only a
very small subset of cases (approximately 0.4%) exhibits slightly
degraded performance, further demonstrating the robustness and
reliability of the f-DIRTL FNO (see Section S2). It is worth
noting that we employed such a two-step process due to it
being most effective, yielding higher performance compared to

multi-step processes. Although it is counterintuitive, multi-step
processes fail due to an increase in error during pretrain phases
(see Section S7).

From the transmission spectrum results in Table 1 and Figure 4b,
we observe that for the FNO model, f-DIRTL consistently out-
performs the baseline, demonstrating that DIRTL improves not
only near-field predictions but also far-field spectral accuracy,
which is critical for downstream inverse-design applications. In
particular, Figure 4b shows that f-DIRTL more accurately predicts
the resonant transmission features near 710 and 750 nm, which
are the spectral regions of greatest interest. This improvement
originates from the enhanced field prediction capability of f-
DIRTL, where resonant field amplitudes are captured more
accurately while overfitting to non-resonant regions is effectively
suppressed. Representative field predictions for the given test
sample in Figure 4c-g illustrate that f-DIRTL yields lower
errors than the baseline across multiple wavelengths, improv-
ing performance in both resonant (710 nm) and non-resonant
cases.
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TABLE 1 | Training results for baseline and DIRTL FNO, UNet models. Hyperparameter settings for both UNet and FNO are provided in Section

S2. The training dataset distribution follows the description in Section 2.3.

Model Training method Normalized L,(%) Transmission prediction error (%)
FNO Baseline 5.72 2.49
Baseline + PINN 5.61 2.56
I-DIRTL 5.78 2.48
f-DIRTL 2.81 1.28
UNet Baseline 9.97 5.40
Baseline + PINN 10.1 5.40
1-DIRTL 9.16 4.85
f-DIRTL 8.59 5.43

The benefits of DIRTL are also apparent when trained with
UNet architecture. Despite UNet’s more limited representational
capacity compared to FNO, f-DIRTL UNet still achieves a 1.4%
reduction in normalized L, error relative to its baseline counter-
part. The overall inference capability of FNO is superior to UNet
for this problem set, due to the ability of FNO to capture global
dependencies via operator-level mappings with high parameter
efficiency [29, 30]. Interestingly, 1-DIRTL UNet also delivers
measurable improvements, a trend not observed with FNO. We
speculate that this behavior can be attributed to architectural
differences. UNet exhibits an explicit encoder—-decoder structure,
which enables pretrained representations to be preserved in
the encoder while fine-tuning primarily adapts the decoder. In
contrast, FNO lacks such structural separation, where all layers
jointly contribute to the learned operator. Due to this, fine-tuning
induces global parameter updates across the network, making
pretrained information less stably preserved during optimization
(see Section S8).

As for transmission prediction, f-DIRTL UNet exhibits slightly
worse performance than the baseline UNet when evaluated
using L, error. However, this discrepancy is primarily driven
by improved baseline performance in non-resonant frequency
regions, where the model tends to avoid capturing resonant dips
altogether. In contrast, f-DIRTL more accurately predicts the
position and depth of resonant features, which is better reflected
in alternative evaluation metrics such as cosine similarity or L,
error (see Section S2).

For Maxwell loss implemented cases, we see little improvement
(~0.1% relative L,) in FNO and no improvement in UNet. This
is noted by baseline + PINN in Table 1. Although the Maxwell
loss provides some assistance during FNO training, our proposed
two-step strategy delivers substantially greater improvements in
predictive accuracy. This contrast suggests that the difficulty
in modeling resonant responses cannot be attributed solely to
insufficient physical constraints. Rather, it highlights the impor-
tance of addressing their inherent multi-scale characteristics and
their presence as rare, high-amplitude outliers within the data
distribution. By relaxing the resonant features during pretraining,
the multi-scale complexity and statistical outlier characteristics
are effectively reduced, allowing the model to first learn the
global modal structure in a smoother regime. Building on this

foundation, the fine-tuning stage then enables the model to accu-
rately capture the high-frequency, localized resonant features.

Additionally, comparisons with alternative training strategies,
including oversampling and standard curriculum learning, show
inferior performance compared to DIRTL. These results are
likely attributed to the lack of discriminative features in the
input representation that distinguish between different output
behaviors (resonant and non-resonant). Because of this, dataset
manipulation strategies such as oversampling become redundant,
as they do not introduce meaningful separability in the input
space (further analyzed in Section S5) [43].

3.2 | Data Efficiency Analysis

The most notable achievement of this approach lies in its ability
to achieve substantial performance gains without increasing
the total size of the training dataset or changing the model
architecture. Even with a smaller quantity of target-task data, the
high-accuracy pretrained core effectively steers the model toward
the correct solution, enabling more efficient adaptation than rely-
ing on target-task data alone. This behavior differs from standard
transfer learning examples, which are typically characterized by
large-scale pretraining followed by limited fine-tuning [10, 44].

To directly assess the data-efficiency advantages of {-DIRTL FNO
over the baseline FNO, we trained both models using varying
amounts of training data. Specifically, we prepared datasets
consisting of 500, 1,000, 3,000, and 9,000 unique structures,
each sampled at 11 wavelength points. For f-DIRTL FNO, half
of the samples were used for the lossy pretraining stage and
the remaining half for fine-tuning. All training runs used iden-
tical learning-rate schedulers as in Section 3.1 to ensure fair
comparison.

The resulting prediction errors and distributions are summarized
in Figure 5a. Across all dataset sizes, {-DIRTL FNO consistently
outperforms the baseline FNO. Notably, when trained with 9,000
structures, the baseline FNO achieves a normalized L, error
of 5.72%, which is comparable to the f-DIRTL FNO trained
with only 1,000 structures (6.25%). This quantitative comparison
suggests that f-DIRTL can achieve similar accuracy with nearly

Advanced Optical Materials, 2026

7of 11

85UB11 SUOWILLOD BAER1D 3|gedt dde 8 AQ peuRA0B a1 SaPILE VO ‘BSN JO S3IN o} AR 1T BUIIUO AB]IM UO (SUORIPUOD-pUB-SLLBY WO AB] I ARe1q1 Ul |u0//SARY) SUORIPUOD PUe Swid L 843 885 *[9202/20/80] U0 Aiq1T8UIIIO 4811 ‘(PePIUES 8P OLBISIUIN) UOKIAO [EUOIEN BUBILR0D USILeds Aq 99ET . WOPR/Z00T OT/I0p/L0D" A3 | 1M Aeiq1jeul juo"peoLreApe//Sdny L. pepeo|umoq ‘SZ ‘9202 ‘TLOTS6TZ



(a)
o
o
2 i
— e O—— 11.2%
— e 17.4%
o
o
o 8| LN 000
.CT) — e O—— 6.25%
"q_s — e 13.8%
]
8
o
(]
(@)}
£ 8
g o .
8 »
- — mmeemO—— 3.63%
—— m———— 7.92%
o
o
o
=
O 2.81%
—— e 5.72%
[ f-DIRTL
I Baseline
Illll T T lllllll T T |||I||I
1 10 100
L, (%)

13
(b) 10
9
o 8
(0]
> 7
| 6 <
o~
S 5 3
© 4
o
3
2
1
3
01 02 03 04 05 06 07 0.8 0.9
Pretrain Dataset Ratio
13
(c)10
9
%) 8
e
=z 7
| —_
o 6 S
(O] 8~—
.% 5 =y
© 4
o
3
2
1
T T T T T T T T 3

1 2 3 4 5 6 7 8 9 10
Transferred Layers

FIGURE 5 | Robustness test on training dataset size and training condition (a) Density plot of normalized L, errors with varying training set

sizes. Density plots show kernel density estimates of the normalized L, error distributions for both models across different training-set sizes. Beneath
each density curve, horizontal box plots summarize the corresponding distributions, showing the median (notch), quartiles, and whiskers, with yellow
diamonds marking the mean values annotated alongside each box. (b) Hyperparameter sweep altering the ratio of the pretrain dataset and the number
of Fourier layers used in the pretrain stage. (c) Hyperparameter sweep altering the number of Fourier layers in the pretrain stage and amount of layers
transferred in the fine-tune stage. For both (b) and (c), the colormap indicates that shades of blue are better than baseline, and shades or red are worse

than baseline.

an order of magnitude fewer training samples, corresponding to
an effective ~9 times improvement in data efficiency. Such a gain
significantly enhances the practicality and productivity of neural
operator-based EM surrogate solvers.

3.3 | Robustness Assessment for f-DIRTL

To evaluate the robustness of f-DIRTL FNO to different training
conditions, we conducted two hyperparameter sweeps. First, we
varied the number of Fourier layers used during pretraining,
transferring and freezing 1-10 layers into a 10-layer fine-tuned
FNO model. Second, we investigated the effect of the pretrain-
to-fine-tune data ratio, where a ratio of 0.1 indicates that the
pretraining dataset consists of 10% of the total dataset, with
the remaining 90% being for fine-tuning. Ratios from 0.1 to 0.9
were tested in increments of 0.1. All experiments used a total
of 3,000 randomly sampled structures with wavelengths from

650 to 750 nm at 10 nm intervals (3000 samples X 11 wavelength
points, in total 33,000 training samples). These sweeps allowed
us to assess how f-DIRTL performance depends on both dataset
distribution and model design.

In the second hyperparameter sweep, we varied the number
of Fourier layers used during pretraining and the number of
layers transferred to the fine-tuned model. This enabled us
to evaluate how different transfer strategies affect the final
prediction accuracy. Adjusting the number of transferred lay-
ers also provided insight into how information learned during
pretraining is distributed throughout the model. For this study,
both the pretraining and transfer stages used 1500 randomly
sampled structures (1500 samples x 11 wavelength points, 16,500
training samples for each phase, total 33,000 training sam-
ples). We tested pretrained models with 1 to 10 Fourier layers
and transferred anywhere from a single layer to the entire
sequence.
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The results of these sweeps are shown in Figure 5b,c. In
Figure 5b, the prediction error increases sharply when pretraining
more than eight layers. This is primarily due to underfitting
during the fine-tuning stage, as there are too few trainable
parameters remaining. In contrast, pretraining and transferring
fewer than eight layers results in a model that is robust to
dataset distribution, with prediction errors around or below
4%, with the best case reaching 3.6% (baseline FNO error for
3k random structures is 7.9%). This behavior reflects a simple
trade-off: using more data for pretraining improves the accuracy
of the pretrained core, while having sufficient data in fine-
tuning ensures accurate adaptation. This test suggests that, when
applying this strategy, the dataset can be prepared without
excessive concern for data balance, provided that the pretrain
and fine-tune dataset sizes are roughly comparable. As for
the number of pretrained layers, we find that pretraining and
transferring 4-7 layers yields the best performance. Using fewer
layers leads to underfitting during the pretraining stage, while
using more layers limits the number of trainable parameters
during fine-tuning, resulting in severe underfitting in the transfer
stage.

In Figure 5c, we observe that, regardless of the total number of
pretrained layers, transferring between 4-7 layers yields the best
results. Similar to the case above, for larger pretrained models,
partially transferring the network allows the fine-tuned model to
retain sufficient trainable parameters for adapting to the target
problem. Conversely, for smaller pretrained models, transferring
nearly all pretrained layers produced the best performance,
suggesting that most of the learned physical information is in
the deeper Fourier layers. Nevertheless, even transferring just one
or two layers improves fine-tuned accuracy beyond the baseline,
indicating that essential physical features are also embedded
within the lower layers of the network.

Meanwhile, both the f-DIRTL FNO and the baseline FNO exhibit
excellent interpolation performance at unseen wavelengths,
demonstrating robust inference capability. This inference ability
is further enhanced during the lossy pretraining phase, where the
pretrained model demonstrates interpolation over broader wave-
length ranges as well as wavelength extrapolation. These results
are directly utilized as multi-tasking of the DIRTL framework, in
which a coarsely trained, pretrained core is effectively adapted to
more specific target tasks during the fine-tuning phase. Details on
this are demonstrated in Section S9.

4 | Conclusion

In this work, we introduced dissipative relaxation transfer learn-
ing (DIRTL), a physics-inspired training strategy designed to
resolve a central challenge in EM surrogate modeling: accu-
rately learning high-amplitude resonant responses that appear as
statistical outliers within predominantly non-resonant datasets.
Drawing an analogy to loss-regularized optimization in pho-
tonic design, DIRTL employs a two-stage curriculum in which
resonant features are first attenuated using fictitious material
absorption and are later reintroduced during fine-tuning. This
process enables the model to first acquire a smooth, global modal
structure before confronting the sharp, nonconvex characteristics
of high-Q responses.

Our experimental results show that DIRTL significantly improves
surrogate-solver accuracy, while preserving the total amount of
training data required, for the given problem dataset. In particu-
lar, the f-DIRTL variant, where pretrained layers are transferred
and frozen within a deeper fine-tuning model, achieves more
than a twofold reduction in prediction error compared with base-
line FNO training. In addition, our dataset-scaling experiments
show that the f-DIRTL FNO achieves comparable prediction
accuracy using only about one-ninth of the total training data
required by the baseline model. Such results are uncommon
in conventional transfer learning, underscoring the pretrained
core’s ability to provide physically meaningful guidance. Overall,
the accurately pretrained core effectively transfers knowledge
of global modal behavior to the fine-tuned model, enabling
concrete adaptation to the target lossless system with highly
resonant features (for visualization of the learning dynamics, see
Section S10).

Comprehensive parameter sweeps further show that DIRTL
retains strong performance across diverse dataset splits and
transfer configurations, highlighting both its robustness and
its ease of integration into existing workflows. In particular,
experiments varying the number of transferred Fourier layers
demonstrate that most of the physically meaningful represen-
tations are preserved when the entire sequence of pretrained
layers is transferred. Nevertheless, even transferring only one
or two layers yields improvements over the baseline, suggesting
that essential physical features are also encoded in the shallow
layers. Across architectures, consistent gains are observed for
both FNO and UNet, suggesting compatibility with multiple
surrogate architectures.

While the preceding sections focus on the 1D binary grating as a
controlled benchmark, an important next step is to evaluate how
the DIRTL framework extends to more realistic EM problems.
In practical nanophotonic applications, the governing physics
becomes significantly more complex, involving lossy materials
(see Section S11), multiple interacting resonances, and various
nonlocal effects. These factors increase the difficulty of accurate
field prediction, not only for resonant responses but also for
capturing the global field structure.

To address this, we further demonstrate DIRTL on a two-
dimensional multilayer device, where both local and nonlocal
modal interactions give rise to a substantially more complex EM
landscape. In this setting, we observe improvements in prediction
accuracy for f-DIRTL compared to the baseline (detailed in Sec-
tion S12). Meanwhile, the performance gain of DIRTL is reduced
for the more complex problem compared to the 1D binary grating
case, due to the increased difficulty arising from multiple modal
interactions. In such regimes, the learning task extends beyond
capturing localized resonant features to accurately modeling the
global field distribution shaped by the interplay of multiple
modes. This challenge is further exacerbated when training data
is limited, leading to incomplete learning of the underlying global
structure.

As a result, the effectiveness of the current DIRTL framework in
highly complex systems is constrained by both data availability
and model capacity. This suggests that scaling DIRTL to more
demanding problems, such as full 3D field simulations with 2D
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periodic structures, will require sufficiently large and representa-
tive datasets, as well as models capable of capturing increasingly
rich multiscale interactions. In conclusion, achieving robust
surrogate solvers in these regimes cannot rely on improvements
in a single component alone. Instead, future progress will require
the combined advancement of dataset construction, model
architecture design, physics-informed learning approaches, and
transfer learning strategies. A holistic integration of these
elements is essential for enabling accurate and scalable sur-
rogate modeling in challenging nanophotonic inverse-design
problems.

Building on these considerations, the present results position
DIRTL as a data-efficient and physically grounded training
framework that bridges photonic optimization principles with
transfer learning. By structuring the training process to first
learn smooth global modal behavior and subsequently refine
high-Q resonant features, DIRTL enables neural networks to
more effectively capture the underlying physics with limited data.
Given its model-agnostic nature and demonstrated robustness,
the framework provides a practical pathway toward more reliable
surrogate modeling, with strong potential for integration into
modern inverse-design workflows.
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