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S1. RCWA Engine Convergence Test 

To generate the training and test datasets used for neural operator training, we employed the meent rigorous 

coupled-wave analysis (RCWA) engine [S1]. The selection of the Fourier order was determined through a 

convergence study conducted on a highly resonant test structure. We first generated 1,000 random structural 

samples at 700 nm using a high reference setting of 101 Fourier orders, and identified a structure exhibiting strong 

resonance. Using this structure, we evaluated the field convergence across varying Fourier orders. Convergence 

was evaluated by comparing the results obtained at each Fourier order with those computed using a very high 

reference setting of 1281 Fourier orders. Error rate was measured using normalized L2 error. 

From this analysis, 81 Fourier orders were found to provide a suitable balance between numerical accuracy 

and computational efficiency for large-scale dataset generation, retaining below 1% normalized L2 error. The 

simulation results are shown in Fig. S1(a), while the error for each Fourier order is shown in Fig. S1(b). 

 

Figure S1 Convergence test for RCWA engine under various Fourier orders. Bottom right result shows that for FEM 

solver.  
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S2. Training Details on FNO and UNet 

The hyperparameters for Fourier Neural Operator (FNO) and UNet used in this work are shown in Table S1, 

while the learning rate scheduler parameters are shown in Table S2. All training and test of models were done on 

NVIDIA®  GeForce RTX™ 3080 GPU. The detailed architecture and l-DIRTL, f-DIRTL process for UNet is shown 

in Fig S2 [S2]. The training learning curve is shown in Fig. S3. Figure S4 shows overfitting examples, where 

neural network (NN) models falsely predict resonances where only background scattering occurs. Figure S4 also 

demonstrates how f-DIRTL FNO suppresses such cases, increasing overall accuracy. 

Figure S5 represents the error scatter plot comparison between f-DIRTL and baseline FNO. In Fig. S5(a, b), 

we can observe that f-DIRTL FNO outperforms the baseline for both resonant and non-resonant test samples. 

Figure S5(c, d) illustrates that on a per-sample basis, the majority of predictions are more precise than those of the 

baseline model. Only a very small subset of cases (about 0.4%) exhibits slightly degraded performance, 

corresponding to highly resonant geometries where both models struggle. This suggests that although f-DIRTL 

effectively guides the model toward the correct solution manifold, certain resonant cases remain difficult and may 

warrant further analysis. 

For the UNet model, the baseline achieves slightly better performance in terms of the L2 error metric for 

transmission prediction. However, this is primarily driven by improved accuracy in non-resonant regions, while the 

model tends to avoid capturing resonant dips altogether. In contrast, f-DIRTL UNet more effectively predicts the 

overall spectral shape and the positions of resonant features, as shown in Fig. S6. Although both models exhibit 

noticeable errors, f-DIRTL better reproduces resonance-associated spectral features despite the slightly worse 

overall L2 metric. This observation is further supported by alternative metrics that emphasize resonant behavior, 

such as L4 error (14.2% for baseline, 12.3%  for f-DIRTL) and cosine similarity (0.9985 for baseline, 0.9989 for f-

DIRTL), where f-DIRTL demonstrates superior performance [S3]. 
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Figure S2 Architecture and DIRTL process for UNet. (a) Detailed architecture for UNet used in EM inference for this work 

[S2]. (b) l-DIRTL and (c) f-DIRTL process for UNet. In f-DIRTL, we transfer and freeze the downsampling encoding phase 

inside UNet architecture. 
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Figure S3 Learning curves of the models trained for comparison test. Solid lines are those for FNO, while dotted lines are 

those for UNet. (a, b) are training error and validation error for the fine-tune stages and the baseline training, while (c, d) show 

training and validation for the pretrain stage. 
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Figure S4 Overfitting problem of baseline FNO. Field distributions and prediction errors for a randomly selected test case 

at a 20 nm wavelength interval. (a) Ground-truth field distribution. (b) Baseline FNO prediction. (d) f-DIRTL FNO prediction. 

(c,e) Corresponding prediction-error maps for (c) the baseline FNO and (e) the f-DIRTL FNO. We see falsely predicted 

resonances in baseline FNO prediction, which doesn’t happen for f-DIRTL FNO prediction. 
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Figure S5 Error scatter plot comparison between f-DIRTL and baseline FNO. (a) Error distribution comparison plot 

between baseline FNO and f-DIRTL FNO. Each light-blue (baseline FNO) and light-coral (f-DIRTL FNO) point represents 

the prediction error of an individual test sample plotted against its maximum field amplitude. Blue and red markers show the 

corresponding average errors within logarithmically spaced amplitude bins for the baseline and f-DIRTL models, respectively. 

The figure is plotted in a log-log scale. (b) Error distribution comparison plot between baseline FNO and f-DIRTL FNO in a 

linear-linear scale. (c) Per-sample error comparison. Each point compares the baseline and f-DIRTL prediction errors for the 

same sample. Relative to the diagonal y=x, the strong bias of points toward the baseline-error side indicates that f-DIRTL 

achieves consistently lower errors across the vast majority of test cases. The figure is plotted in a log-log scale. (d) Per-sample 

error comparison plotted in a linear-linear scale. 

Table S1 FNO and UNet hyperparameters 

Model Total Parameters Hyperparameters 

FNO 10,496,162 
Modes 16 Layers 10 

Width 32 Activation GeLU 

UNet 17,262,466 

Depth 4 Initial Feature Maps 64 

Convolution Kernel 3 × 3 Pooling Maxpool 

Upsampling Kernel 2 × 2 Maxpool Kernel 2 ×2 

Scaling Factor 2 Activation ReLU 
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Table S2 Learning rate scheduler parameter for each training process 

Model Training Phase 
Learning Rate Parameters 

Initial Lr Step Size Gamma 

FNO 

Baseline 5e-4 10 0.5 

6-Layer Pretrain 1e-3 30 0.5 

10-Layer Pretrain 5e-4 30 0.5 

f-DIRTL 5e-3 10 0.7 

l-DIRTL 5e-5 30 0.5 

UNet 

Baseline 1e-4 20 0.5 

Pretrain 2e-4 20 0.5 

f-DIRTL 7e-5 20 0.6 

l-DIRTL 1e-6 15 0.3 

 

 

Figure S6 Transmission spectrum prediction comparison for baseline and f-DIRTL UNet. Although f-DIRTL UNet 

shows worse prediction L2 error-wise, it predicts the overall response picture better than the baseline in terms of where spectral 

dips appear.  
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S3. Quasinormal Mode Decomposition of Field Response 

The resonant modes of an electromagnetic (EM) system can be obtained by solving a sourceless Maxwell 

wave equation, which forms an eigenvalue problem for the electric field. These eigenmodes are characterized by 

complex frequency eigenvalues, known as resonant frequencies or quasinormal modes (QNMs) [S4]. Formally, for 

systems with free-space magnetic permeability 𝜇0, the EM problem can be expressed as 

1

𝜇0
∇ × ∇ × 𝐄 − 𝜔2𝜀(𝐫)𝐄 = 𝑖𝜔𝐉(𝐫) 

The corresponding sourceless eigenproblem defining QNMs is then given as 

∇ × ∇ × 𝐄̃𝑚 = (
𝜔̃𝑚

𝑐
)

2

𝜖(𝐫)𝐸̃𝑚, 𝜀(𝒓) = 𝜀0𝜖(𝐫) 

where 𝐄̃𝑚  and 𝜔̃𝑚 denoth the mth QNM and its corresponding complex eigenfrequecy. In practice, these 

modes can be computed using eigenfrequency solvers or complex-frequency sweeps. For example, using the S4 

RCWA solver that supports complex frequency analysis, the reflection spectrum reveals a pole near 700 nm, 

slightly below the real axis in the complex frequency plane (see Fig. 2(a)), corresponding to a resonant QNM [S5]. 

Now, to study the effect of small material absorption, we introduce a small complex permittivity term 𝑖𝛿𝜖(𝑟) 

to the system, which can be written in a perturbed eigenproblem like below. 

∇ × ∇ × (𝐄̃𝑚 + 𝛿𝐄̃𝑚) = (
𝜔̃𝑚 + 𝛿𝜔̃𝑚

𝑐
)

2

(𝜖(𝐫) + 𝑖𝛿𝜖(𝐫))(𝐄̃𝑚 + 𝛿𝐄̃𝑚) 

Retaining only first-order perturbation terms, we have 

∇ × ∇ × 𝛿𝐄̃𝑚 = 𝑖 (
𝜔̃𝑚

𝑐
)

2

𝛿𝜖(𝐫)𝐄̃𝑚 + (
𝜔̃𝑚

𝑐
)

2

𝜖(𝐫)𝛿𝐄̃𝑚 + 2 (
𝜔̃𝑚

𝑐2
) 𝛿𝜔̃𝑚𝜖(𝐫)𝐄̃𝑚 

Now, as the new eigenmode 𝐄̃𝑚 + 𝛿𝐄̃𝑚 can be described as a span of QNMs 

𝐄̃𝑚 + 𝛿𝐄̃𝑚 = ∑ 𝛼𝑛𝐄̃𝑛

𝑛

 

we can describe the correction term as span of eigenmodes not including original mth eigenmode [S6]. Therefore, 

ultilizing the orthornormality of QNMs 

𝛿𝐄̃𝑚 = ∑ 𝛼𝑛𝐄̃𝑛

𝑛≠𝑚

, ∫ 𝐄̃𝑚
∗

∙ 𝐄̃𝑛𝑑𝑣 = 𝛿𝑚𝑛 

Taking inner product for first order equation with 𝐄̃𝑚
∗ , we get 
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𝑖 (
𝜔̃𝑚

𝑐
)

2

∫ 𝐄̃𝑚
∗ ∙ 𝛿𝜖(𝐫)𝐄̃𝑛𝑑𝑣 = −2 (

𝜔̃𝑚

𝑐2
) 𝛿𝜔̃𝑚 ∫ 𝐄̃𝑚

∗ ∙ 𝜖(𝐫)𝐄̃𝑛𝑑𝑣 

From this, we get the well-known first-order correction for eigenfrequency 𝛿𝜔̃𝑚. 

𝛿𝜔̃𝑚 = −𝑖
𝜔̃𝑚 ∫ 𝐄̃𝑚

∗
∙ 𝛿𝜖(𝐫)𝐄̃𝑛𝑑𝑣

2 ∫ 𝐄̃𝑚
∗

∙ 𝜖(𝐫)𝐄̃𝑛𝑑𝑣
 

Hence, the perturbation 𝑖𝛿𝜖(𝐫) contributes only to the imaginary part of the eigenfrequency, confirming that small 

fictitious loss affects resonance linewidth, but not the real resonance position. This effect is well shown in the pole 

shift in Fig. 2(a). 

Now, for the mode correction terms, substituting 𝛿𝐄̃𝑚 = ∑ 𝛼𝑛𝐄̃𝑛𝑛≠𝑚  to first order perturbation equation, we 

obtain 

∑ 𝛼𝑛∇

𝑛≠𝑚

× ∇ × 𝐄̃𝑛 = 𝑖 (
𝜔̃𝑚

𝑐
)

2

𝛿𝜖(𝑟)𝐄̃𝑚 + (
𝜔̃𝑚

𝑐
)

2

𝜖(𝐫) ∑ 𝛼𝑛𝐄̃𝑛

𝑛≠𝑚

+ 2 (
𝜔̃𝑚

𝑐2
) 𝛿𝜔̃𝑚𝜖(𝐫)𝐄̃𝑚 

As ∇ × ∇ × 𝐄̃𝑛 = (
𝜔̃𝑛

𝑐
)

2

𝜖(𝐫)𝐄̃𝑛, we can rewrite as 

∑ 𝛼𝑛 (
𝜔̃𝑛

2 − 𝜔̃𝑚
2

𝑐2 ) 𝜖(𝐫)𝐄̃𝑛

𝑛≠𝑚

= 𝑖 (
𝜔̃𝑚

𝑐
)

2

𝛿𝜖(𝐫)𝐄̃𝑚 + 2 (
𝜔̃𝑚

𝑐2
) 𝛿𝜔̃𝑚𝜖(𝐫)𝐄̃𝑚 

Now, taking inner product with 𝐄𝒏̃
∗
, we get 

𝛼𝑛 (
𝜔̃𝑛

2 − 𝜔̃𝑚
2

𝑐2 ) 𝜖(𝒓) = 𝑖 (
𝜔̃𝑚

𝑐
)

2

∫ 𝐄̃𝑚
∗ ∙ 𝛿𝜖(𝐫)𝐄̃𝑚𝑑𝑣 

𝛼𝑛 =
𝑖𝜔̃𝑚

2
∫ 𝐄̃𝑚

∗ ∙ 𝛿𝜖(𝐫)𝐄̃𝑚𝑑𝑣

(𝜔̃𝑛
2 − 𝜔̃𝑚

2)𝜖(𝐫)
 

𝛿𝐄̃𝑚 = 𝑖 ∑
𝜔̃𝑚

2
∫ 𝐄̃𝑚

∗
∙ 𝛿𝜖(𝐫)𝐄̃𝑚𝑑𝑣

(𝜔̃𝑛
2

− 𝜔̃𝑚
2)𝜖(𝐫)

𝐄̃𝑛

𝑛≠𝑚

 

By this, we can also derive the mode correction term via first order perturbation. Meanwhile, now approaching 

the Maxwell equation in terms of Green’s function like below, 

1

𝜇0
∇ × ∇ × 𝐺(𝐫, 𝐫′, 𝜔) − 𝜔2𝜀(𝐫)𝐺(𝐫, 𝐫′, 𝜔) = 𝛿(𝐫 − 𝐫′) 

we can decompose the Green’s function via QNMs like below [S4] 
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𝐺(𝐫, 𝐫′, 𝜔) = − ∑
𝐄̃𝑚(𝐫) ⊗ 𝐄̃𝑚(𝐫′)

𝜔(𝜔 − 𝜔̃𝑚)
𝑚

 

which yields the field response 

𝐄(𝐫) = ∫ 𝐺(𝐫, 𝐫′, 𝜔) ∙ 𝑖𝜔𝐉(𝐫)𝑑𝑣′ = −𝑖 ∑
𝐄̃𝑚(𝐫) ⊗ 𝐄̃𝑚(𝐫′)

(𝜔 − 𝜔̃𝑚)
𝑚

∙ 𝐉(𝐫)𝑑𝑣′ 

For non-resonant structures, the QNM poles are located far from the real frequency axis. Consequently, the 

term 𝜔 − 𝜔̃𝑚 remains large, resulting in weak field amplitudes and minimal energy localization. In contrast, high-

Q resonant structures exhibit poles that lie close to the real axis. In this case, at real frequency 𝜔 = Re[𝜔̃𝑚], the 

term 𝜔 − 𝜔̃𝑚  becomes notably small, leading to pronounced field localization and significant amplitude 

enhancement due to emphasis on mth resonant mode, as in below. 

𝐄(𝐫) ≈ ∫
𝐄̃𝑚(𝐫) ⊗ 𝐄̃𝑚(𝐫′)

Im[𝜔̃𝑚]
∙ 𝐉(𝐫)𝑑𝑣′ 

Introducing a small fictitious loss alters this behavior in a controlled manner. The additional absorption 

increases the imaginary part of the complex frequency 𝜔̃𝑚 , effectively enlarging the denominator of Green’s 

function and thereby reducing the field amplitude near resonance. Importantly, because both the frequency and 

modal corrections are first-order in the perturbation, such a small absorption term (on the order of 1%) primarily 

suppresses amplitude growth while preserving the mode shape and the real part of the resonant frequency. 

From this formulation, we can further derive a heuristic guideline for selecting the material loss used in the 

DIRTL framework. Starting from the definition of the Q-factor associated with the QNM 𝜔̃𝑚, which is given by 

the following expression: 

𝑄 ≡ Re[𝜔̃𝑚]/2Im[𝜔̃𝑚] 

under a small perturbation in permittivity 𝛿𝜖(𝒓), the first-order correction to the eigenfrequency can be rewritten 

as 

𝛿𝜔̃𝑚 = −𝑖
𝜔̃𝑚 ∫ 𝐄̃𝑚

∗
∙ 𝛿𝜖(𝐫)𝐄̃𝑚𝑑𝑣

2 ∫ 𝐄̃𝑚
∗

∙ 𝜖(𝐫)𝐄̃𝑚𝑑𝑣
≈ −𝑖𝑄Im[𝜔̃𝑚]

𝛿𝜖(𝐫)

𝜖(𝐫)
 

This leads to an increase in the imaginary part of the eigenfrequency: 

Im[𝜔̃′
𝑚] = Im[𝜔̃𝑚] (1 + 𝑄

𝛿𝜖(𝐫)

𝜖(𝐫)
) 
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Inserting this to the Green’s function expansion we derived above, as field at resonance frequency scales inverse to 

imaginary term of quasinromal mode, by fictitious loss the field is attentuated by the factor 1 + 𝑄
𝛿𝜖(𝐫)

𝜖(𝐫)
. 

Based on this relation, the choice of fictitious loss involves a trade-off: the loss must be large enough to 

effectively suppress extreme resonant amplitudes, while remaining sufficiently small to preserve the modal 

structure under the perturbative regime. In our dataset, the maximum field amplitudes for resonant cases range 

approximately from 10 to 50. We therefore target an attenuation factor of 𝛼~5. as a practical balance between 

amplitude reduction and modal fidelity. This leads to 

𝛿𝜖(𝐫)

𝜖(𝐫)
≈

𝛼 − 1

𝑄
 , or equivalently, 𝑘 ≅

(𝛼 − 1)𝑛

2𝑄
 

with 𝜖(𝐫) + 𝑖𝛿𝜖(𝐫) = (𝑛(𝐫) + 𝑖𝑘)2 ≈ 𝑛(𝐫)2 + 𝑖2𝑛(𝐫)𝑘. Using a representative maximum quality factor of 𝑄∼400 

for our problem set, this yields 𝑘 ≈ 0.01, which is consistent with the empirically selected value used in our study. 

For selecting an appropriate loss factor across different problem settings, an approximate estimate of the maximum 

Q-factor, together with a suitably chosen attenuation factor 𝛼, can provide a practical heuristic for determining the 

additional fictitious loss term 𝑘.  

Altogether, this analysis provides a quantitative foundation for the loss-regularization strategy. It explains how 

the deliberate introduction of minor absorption smoothens the learning field involving high-Q resonances, 

effectively attenuating the high modal amplitudes without compromising the physical fidelity of the underlying 

modal characteristics and the position of resonant frequency. Meanwhile, it is important to note that although the 

derivation was done in terms of electric fields as the perturbation enters through 𝛿𝜖(𝐫), the same attenuation 

mechanism also applies to the magnetic field, as the two are related through Maxwell’s equation, 

𝐇 =  
1

𝑖𝜔𝜇0
∇ × 𝐄 
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S4. Loss Tuning for Pretrain Stage 

To see how much material loss is best, we demonstrated a simple sweep on different material absorption loss 

values. For this, we generated samples with 𝑘 = 0.01√10, 0.01, 0.001√10, 0.001 , with 𝑛 = 𝑛𝑚𝑎𝑡 + 𝑖𝑘 , and 

pretrained on these to see which was best in the fine-tuned result. We pretrained and fine-tuned with respectively 

1.5k structures sampled on 11 wavelength points, with pretrain stage datasets prepared on simulations with  

𝑛 = 𝑛𝑚𝑎𝑡 + 𝑖𝑘. The f-DIRTL strategy was implemented with FNO model; 6-Layer FNO pretrained and transferred 

to 10-Layer fine-tuned model. The results in Fig. S7 show that the loss we utilized; 𝑘 =  0.01, was most effective, 

both in attenuating amplitudes to make a smooth learning field and preserving key mode characteristics. 

 

Figure S7 Results for f-DIRTL FNO with different material loss used in the pretrain stage  
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S5. Standard Curriculum and Oversampling Baseline 

To further investigate the effect of data distribution on the learning of resonant EM responses, we implemented 

two alternative data-handling strategies: (i) dataset-duplication-based oversampling and (ii) standard curriculum 

learning based on resonance strength. Both approaches were constructed using the same underlying dataset and 

preprocessing pipeline, ensuring a fair comparison. 

Standard Curriculum Learning 

To compare DIRTL to traditional curriculum learning strategies, we implemented a curriculum learning 

strategy where we progressively exposed the model to increasingly difficult samples based on their resonance 

strengths. The training dataset was partitioned into multiple stages according to predefined thresholds 

• Stage 1: max |𝐇| < 5 

• Stage 2: max |𝐇| < 10 

• Stage 3: max |𝐇| < 25 

• Stage 4: entire dataset 

This curriculum enforces a gradual learning process, where the early stages allow the model to focus on non-

resonant cases, which are easier to learn, while the later stages introduce increasingly strong resonances that the 

model should eventually also adapt to. The dataset distribution is shown in Fig. S8(a). The training hyperparameters 

(FNO parameters, learning rate schedule, with step size changed to 25 to fit the curriculum learning stages) were 

set to be same as baseline FNO. 

Oversampling via Duplication 

To address the imbalance between rare resonant samples and non-resonant cases, we implemented a strategy 

where we duplicate the resonant sample cases in the training dataset. For each data point, given the maximum 

electric field amplitude |𝐇|, the duplication multiplier was assigned according to logarithmic binning rule: 

multiplier = ⌈log2|𝐇|⌉ if |𝐇| > 4, else multiplier = 1 

This rule effectively increases the representation of high-amplitude (i.e., highly resonant) samples in the training 

dataset by replicating them multiple times. The resulting dataset distribution is shown in Fig. S8(b). The training 

hyperparameters (FNO parameters, learning rate schedule) were set to be same as baseline FNO. 
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Figure S8 Dataset distributions for (a) standard curriculum learning implementations (b) oversampling of resonant cases. 

Table S3 Training results for various baseline trainings on FNO, UNet models.  

Model Training Method Normalized 𝐿2(%) Transmission  Prediction Error (%) 

FNO 

Baseline 5.72 2.49 

Baseline + PINN 5.61 2.56 

Oversampling 4.92 2.37 

Standard Curriculum 7.28 3.67 

UNet 

Baseline 9.97 5.40 

Baseline + PINN 10.1 5.40 

Oversampling 10.0 4.65 

Standard Curriculum 14.6 5.91 

From Table S3, we can observe that a conventional curriculum learning strategy did not lead to performance 

improvements. This is likely because, from the model’s perspective, resonant and non-resonant samples are not 

explicitly distinguishable from the input geometry alone, but are instead defined by their resulting field responses. 

Consequently, the curriculum, which was constructed based on output characteristics, does not provide a learning 

signal that is aligned with the input distribution, limiting its effectiveness. 

Meanwhile, oversampling decreases the average test error compared to the baseline. However, this is mainly 

in the non-resonant region, while for the resonant cases, oversampling shows worse inference results, as we can 

observe in Fig. S9(a). This is rather counterintuitive, as initially in our dataset design, we duplicated resonant cases 

so that the model would fit to that.  
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This behavior can be understood from two perspectives. First, resonant and non-resonant cases are not 

explicitly distinguishable from the input geometry alone, as the binary input appears statistically similar across both 

regimes. The distinction emerges only in the resulting field response. As a result, duplicating resonant cases does 

not introduce new informative variations in the input space, but merely repeats exposure to previously seen 

examples. This limitation is inevitable, as selectively generating resonant samples during data generation is not 

feasible in the absence of a priori knowledge of which structures will produce resonances. Meanwhile, because the 

model lacks an explicit input-side signal to distinguish resonant from non-resonant cases, repeated exposure does 

not improve its ability to identify or represent resonance-specific features [S7]. Consequently, oversampling fails 

to guide the model toward learning the underlying mechanisms of resonant behavior, rendering the duplication 

process largely redundant. 

Second, the overall reduction in prediction error can be largely attributed to the increased number of effective 

gradient updates introduced by oversampling. Along this process, the model’s inherent spectral bias becomes more 

pronounced: it preferentially fits smoother, low-frequency components associated with non-resonant responses, 

while failing to capture the sharp features of resonant fields [S8, S9]. This leads to improved accuracy in non-

resonant regions but degraded performance in resonant cases, ultimately producing the opposite effect of what was 

intended. Also, as seen in Fig. S9(b), although the transmission spectrum prediction for the oversampled case 

outperforms that for f-DIRTL in UNet, this is because the L2 metric does not focus on the prediction of dip positions 

and amplitudes. The transmission dip and the overall spectrum shape is much better represented with f-DIRTL 

UNet. 

 

Figure S9 (a) Error distribution plot. Comparison between baseline FNO and FNO trained on the oversampled dataset. (b) 

Transmission spectrum comparison between UNet trained on oversampled dataset and f-DIRTL. 
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S6. Addition of Maxwell Loss 

The balance between physical Maxwell loss and MSE data loss was controlled by hyperparameter α, which 

scales the Maxwell loss term like below. 

𝐿 = 𝐿MSE + 𝛼 ⋅ 𝐿Maxwell 

𝐿Maxwell =
1

𝑛
∑ ‖𝐇̂𝑦 − ∇ × (

1

𝜀(𝐫)𝜇0𝜔2
∇ ×) 𝐇̂𝑦‖

2

𝑛

𝑖 = 1

 

The term α was dynamically tuned so that the ratio between 𝐿MSE and 𝛼 ⋅ 𝐿Maxwell is constant. The ratio was chosen 

to be 0.05 for both FNO and UNet, which were all chosen via parameter sweep with learning rates identical to 

baseline training with only data loss [S10]. The Maxwell loss itself was implemented by discretizing the frequency-

domain Maxwell equations on a Yee grid [S11]. 
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S7. Multi-Step DIRTL 

To facilitate a smoother adaptation of the model toward learning resonant features, it is natural to adopt a 

multi-step learning process rather than the original two-step approach. Here, we implemented and tested multi-step 

DIRTL, where the material loss in the system is gradually decreased across steps. The optimizer and learning rate 

schedules were kept identical to those used in the two-step configuration. To ensure total data conservation, in an 

N-step process, the dataset for each step was set to (total number of datasets)/𝑁 with total 6k different structures 

sampled on 11 wavelength points used. 

 

Figure S10 Test results for multi-step DIRTL FNO, compared to baseline FNO (red dotted) and 2-step f-DIRTL FNO (6-layer 

pretrain, 10-layer fine-tune, dark red dotted). Dark blue plot indicates multi-step f-DIRTL, while light blue plot indicates multi-

step l-DIRTL 

Table S4 Material loss schedule for each multi-step process’ pretrain stage 

Step Number Material Loss Step Number Material Loss 

2 Step [0.01] 4 Step [0.01,0.001√10, 0.001] 

3 Step [0.01, 0.001√10] 5 Step [0.01√10, 0.01,0.001√10, 0.001] 

 

The l-DIRTL and f-DIRTL schemes were designed as follows, with the corresponding results shown in Fig. 

S10. The 𝑘 values used for each n-step configuration are summarized in Table S4. Since 𝑘 = 0.01 was found to 

be the most effective in earlier experiments, it served as the baseline for constructing the multi-step schedule. 

However, for the five-step process, because lower 𝑘 values did not produce sufficient attenuation, we began with 

𝑘 = 0.01√10 instead of adding smaller loss values at the end. 

  



6 

l-DIRTL 

As in the two-step Loose DIRTL, the model is fine-tuned at each step using the dataset corresponding to that 

step, without freezing any parameters. 

f-DIRTL 

Analogous to the two-step process, after each step, additional Fourier layers are introduced and the model is 

fine-tuned using the dataset for that step. The training starts with four layers, and four more layers are added at each 

subsequent step. Consequently, an n-step process results in a model containing 4 × N Fourier layers. 

For l-DIRTL, we observe a modest improvement in prediction accuracy when using a three-step process, 

followed by a degradation in performance as additional steps are introduced. This suggests that, in principle, a 

multi-step relaxation schedule can provide a smoother learning trajectory for l-DIRTL. However, as the number of 

steps increases, the reduced number of samples allocated to each step decreases, leading to reduced prediction 

accuracy for each step. As result, for multi-step processes involving more than 3 steps, we see worse model 

capabilities. This trade-off is evident in Fig. S10. 

For f-DIRTL, Fig. S10 shows that accuracy consistently worsens as the number of steps increases. In this case, 

the loss of accuracy caused by reducing the per-step dataset outweighs any benefit from smoother progressive 

learning. Consequently, a two-step DIRTL procedure emerges as the optimal configuration: it offers the most 

substantial performance gain for f-DIRTL while maintaining accuracy comparable to the best-performing 

configuration for l-DIRTL. 
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S8. Model Comparison for l-DIRTL  

To investigate how the pretrained representations evolve during l-DIRTL training, we compare the weights of 

the pretrained and fine-tuned models for both FNO and UNet. For l-DIRTL FNO, both the pretrained and fine-

tuned models share the same 10-layer architecture. In the case of FNO, we analyze the input and output convolution 

layers (lifting and projection layers), the spectral convolution within the Fourier blocks, and the linear connections 

inside the Fourier blocks. For UNet, we examine the convolution and pooling operations within the encoder and 

decoder, as well as the input and output convolution layers. The similarity between pretrained and fine-tuned 

weights is quantified using cosine similarity, which is defined as follows [S3]. 

cosSim(𝑤1, 𝑤2) =
𝑤1 ∙ 𝑤2

‖𝑤1‖2‖𝑤2‖2
 

Figure S11(a–c) shows that, for the FNO model, the cosine similarity between the pretrained and l-DIRTL 

fine-tuned weights lies in the range of 0.9 to 1.0 across layers. This indicates that a significant portion of the 

pretrained information is retained during fine-tuning. However, comparison with the UNet results in Fig. S11(d–f) 

reveals a notable difference: UNet exhibits cosine similarity values extremely close to 1.0 across almost all layers, 

suggesting minimal deviation from the pretrained parameters.  

This contrast is speculated to imply that the parameter updates in FNO are not merely negligible perturbations, 

but rather reflect a more global adaptation of the model to the new target distribution [S12]. In contrast, for the case 

of UNet, the encoder–decoder architecture provides a natural structural separation of roles: the encoder largely 

preserves pretrained representations, while the decoder adapts to the new task, as shown in how the parameters are 

deviated from the pretrained model [S13]. This division is predicted to enable stable retention of learned features 

while allowing flexible adaptation during fine-tuning. 
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Figure S11 Cosine similarity between pretrained and fine-tuned model for l-DIRTL FNO and UNet. Parameter 

similarities for FNO. Similarities for (a) spectral convolution parameters (b) linear connections inside Fourier blocks. (c) 

Similarities for lift and projection convolutional layers. Parameter similarities for UNet. (d) Downscaling encoder layers. (e) 

Upscaling decoder layers. (f) Lift and projection convolutional layers. 

In contrast, FNO lacks such structural separation. The learned representations are distributed across the Fourier 

layers, which collectively define the operator. As a result, fine-tuning introduces small but globally distributed 

parameter updates throughout the network. Although each update is minor, its cumulative effect alters how the 

pretrained information is utilized, effectively reshaping the learned operator. Consequently, it is expected that the 

pretrained knowledge in FNO becomes more volatile during the l-DIRTL process, as it is not structurally preserved 

within specific subnetworks. This lack of structural preservation likely contributes to the reduced data efficiency 

observed for l-DIRTL in FNO compared to UNet. This logic also naturally motivates the adoption of parameter-

freezing strategies, which help preserve pretrained information during fine-tuning and stabilize the transfer process. 
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S9. Multi-Task Performance of f-DIRTL FNO 

To evaluate the generalizability of the proposed training strategy, we compare the predictive performance of 

the baseline FNO and f-DIRTL FNO on wavelengths during training. We generated 1,000 test samples uniformly 

sampled at 0.5 nm intervals. As shown in Supporting Fig. 6, f-DIRTL FNO consistently achieves higher accuracy 

across the entire wavelength domain. Furthermore, baseline FNO exhibits a pronounced increase in error near ~700 

nm, where most high-resonant cases occur. Meanwhile, f-DIRTL FNO suppresses this error curvature, 

demonstrating reliable performance even in resonance-dominated regimes where prediction is typically difficult. 

The pretrained core also shows strong multi-tasking capabilities in both wavelength interpolation and 

extrapolation. In the interpolation setting, the model is first trained on a coarsely sampled wavelength grid (20 nm 

interval within 650–750 nm) and later fine-tuned on a denser grid (10 nm interval), using 4.5k structures for each 

stage while following f-DIRTL FNO procedure. This entire process uses fewer training samples than the baseline 

model, which is trained directly on the dense wavelength grid with 9k structures. As shown in Fig. S12, the 

interpolated f-DIRTL FNO achieves substantially lower prediction error across both trained and untrained 

wavelengths, demonstrating that the pretrained core encodes functionally meaningful wavelength-response 

relationships. 

More importantly, the pretrained core enables effective extrapolation, a significantly more challenging task 

for NNs [S14, S15] The compact model is first pretrained over the limited 680–720 nm region and then fine-tuned 

over the full 650–750 nm band, using 4.5k structures for each stage while following f-DIRTL FNO procedure. Even 

with fewer training samples than the baseline, the resulting model achieves higher accuracy in the previously unseen 

650–680 nm region and comparable or improved accuracy in the 720–750 nm region, as shown in Fig. S12. This 

demonstrates that the pretrained core forms wavelength representations that remain stable under spectral extension, 

enabling robust extrapolation. 

Overall, these results indicate that the pretraining phase in f-DIRTL establishes a physically informed core 

representation that enables robust generalization across multiple wavelength inputs. This core representation can 

be directly extended to related tasks, including wavelength interpolation and extrapolation, while preserving the 

data-efficiency of the approach. Although our demonstration focuses on multi-wavelength prediction, the same 

pretrained core has the potential to support broader multi-task learning scenarios—such as variations in incident 

angle, device geometry, or material refractive index—while still maintaining high training efficiency. 
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Figure S12 Multi-tasking evaluation of the f-DIRTL FNO. This demonstrates comparison between the baseline FNO and 

f-DIRTL FNO on wavelength points not included in training. Gray dotted lines denote the 10nm training wavelengths; testing 

is performed at 0.5nm resolution across 1,000 structures. For interpolation multi-tasking case, the FNO model is pretrained 

20nm interval wavelengths and fine-tuned on all 10nm training points. For extrapolation multi-tasking case, the f-DIRTL 

model is pretrained on the wavelengths 680nm ~ 720nm with 10nm intervals and fine-tuned on all 10nm training points. 
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S10. Visualization of Learning Dynamics of f-DIRTL FNO 

 

Figure S13 Learning dynamics of f-DIRTL FNO (a) Visualization of the final Fourier layer channel outputs during the 

pretraining stage using lossy data. The feature maps exhibit attenuated field patterns, reflecting the smoothed resonant 

responses learned under dissipative conditions. (b) Corresponding field prediction from the pretrained model, showing strong 

agreement with the ground truth for attenuated resonant fields. (c) Final-layer channel of the fine-tuned model on the lossless 

dataset. The feature maps evolve to exhibit sharper and higher-amplitude resonant characteristics, indicating adaptation to the 

true high-Q response. (d) Final prediction after fine-tuning, demonstrating accurate reconstruction of high-amplitude resonant 

fields once the fictitious loss is removed. 

Figure S13 illustrates the overall learning dynamics of the f-DIRTL FNO. As shown in Fig. S13(b), the 

pretrained model accurately predicts the attenuated resonant field distributions, indicating that the network has 

successfully captured the underlying global modal structure under the smoothed (lossy) training regime. This well-

initialized representation subsequently enables effective inference on the target lossless dataset, as demonstrated in 

Fig. S13(d), where high-amplitude resonant features are accurately reconstructed after fine-tuning. 

The internal learning dynamics are further revealed in Fig. S13(a, c), which visualize the outputs of the final 

Fourier layers during the pretraining and fine-tuning stages, respectively. In the pretrained model, the final-layer 

channel outputs already resemble the attenuated field distributions, suggesting that the network has formed a 

physically meaningful representation of the global field response before the projection layer. After fine-tuning, the 

corresponding feature maps evolve to exhibit high-amplitude resonant patterns, indicating that the deeper layers 

adapt to recover sharp resonant characteristics based on the information from pretrained layers while preserving 

the global structure. 
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S11. DIRTL on Lossy Target Data 

On the topic of real-world applicability, it is important to consider nanophotonic devices composed of 

dispersive media, where the constituent materials exhibit nonzero loss. In such systems, the target field data already 

show partially attenuated resonant responses because material absorption suppresses the resonance amplitude. This 

naturally raises the question of whether DIRTL remains beneficial in these cases, since the contrast between 

resonant and non-resonant samples is less extreme than in the ideal lossless setting. To address this point, we 

evaluated DIRTL on datasets in which the target data themselves included material loss.  

The dataset configuration was kept the same as in the previous analysis, namely a 1D binary grating with 

refractive index 𝑛 = 2, while only the material loss was varied. Specifically, we tested three target-loss conditions, 

𝑘 = 0.01, 0.001√10(≈ 0.0032), 0.001 , using the same model architecture and hyperparameters as those 

employed for the lossless target-data case. For the baseline FNO model consisting of 10 Fourier layers, training 

was conducted using 3,000 randomly generated structures. For the DIRTL comparison, a two-stage training 

procedure was adopted. First, a 6-layer FNO model was pretrained on 1,500 randomly generated structures with 

material loss (lossy dataset). The pretrained weights were then transferred to a 10-layer FNO model, where the 

transferred layers were frozen. The model was subsequently fine-tuned on the target dataset of 1,500 randomly 

generated structures, enabling a direct comparison with the baseline under an equivalent total data budget. 

For the pretraining stage, the material loss was chosen to be ten times larger than that of the corresponding 

target dataset. Specifically, for target losses of 𝑘 = 0.01,0.001√10(≈ 0.0032), 0.001, the pretraining datasets 

were generated with losses of 𝑘 = 0.1, 0.1√10(≈ 0.0316), 0.01 . This choice was made to ensure sufficient 

additional attenuation even for already lossy target cases, while maintaining a consistent scaling relationship across 

different target-loss conditions. Using the attenuation relation we derived above 

𝛿𝜖(𝐫)

𝜖(𝐫)
≈

𝛼 − 1

𝑄
 

this should lead to about 10 times attenuation. However, as perturbation theory breaks down for larger losses, we 

expect less amplitude reduction effects. 

Results presented in Table S5 and Fig. S14 clearly demonstrate that DIRTL remains effective for cases with 

small to moderate material loss (𝑘 = 0.001, 0.0032), while its performance degrades for highly lossy target datasets 

(𝑘 = 0.01). This indicates that DIRTL retains its advantage in the presence of minuscule loss, provided that the 

system still supports sufficiently high-Q resonances. In such regimes, the introduction of a small fictitious loss can 

broaden the resonance linewidth without significantly shifting the resonant frequency, thereby preserving the 

underlying modal characteristics. This enables the pretraining stage to effectively capture the global modal features, 

leading to improved performance during fine-tuning. 
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Meanwhile, for systems without such high-Q resonances, introducing a small amount of fictitious loss does 

not significantly attenuate the field amplitudes, rendering the pretraining stage less effective and potentially 

diminishing the data-efficiency advantage of DIRTL compared to the baseline. In such low-Q regimes, achieving 

meaningful attenuation would require a relatively large additional loss. However, under these conditions, the 

perturbative assumption underlying the DIRTL framework breaks down, and the resonance frequencies may shift 

appreciably. This can distort the underlying physical response, thereby reducing the effectiveness of the pretrained 

representations and limiting the benefits of the DIRTL strategy. 

Table S5 Training results for baseline FNO and f-DIRTL FNO for different target datasets 

Target Dataset 
Normalized 𝐿1(%) Normalized 𝐿2(%) 

Baseline f-DIRTL Baseline f-DIRTL 

𝑘 = 0.01 2.20 2.30 2.73 3.14 

𝑘 = 0.001√10(≈ 0.0032) 3.31 2.34 4.06 3.18 

𝑘 = 0.001 4.27 2.50 5.27 3.35 

 

 

Figure S14 Error distribution comparison plot between baseline FNO and f-DIRTL FNO for different target datasets. 

Each light-blue (baseline FNO) and light-coral (f-DIRTL FNO) point represents the prediction error of an individual test 

sample plotted against its maximum field amplitude (a) Results for target dataset generated with material loss 𝑘 = 0.001. (b) 

Results for target dataset generated with material loss 𝑘 = 0.0032. (c) Results for target dataset generated with material loss 

𝑘 = 0.01. 

  



14 

S12. Generalization to General Device Structures 

While the preceding sections focus on the 1D binary grating as a controlled benchmark, a critical next step is 

to examine how the DIRTL framework extends to more realistic EM problems. In practical nanophotonic 

applications, the governing physics becomes significantly more complex. These higher-dimensional field 

distributions, multiple interacting resonances, and sensitivity to fabrication variations. These characteristics 

increase the difficulty of accurate field prediction not only for resonant field cases but also in the global picture, as 

predicting the overall field scheme itself becomes challenging. In this context, it becomes essential to address the 

real-world applicability of DIRTL beyond simplified benchmark systems. The key question is not merely whether 

the method performs well under idealized conditions, but whether its underlying training strategy can provide 

consistent benefits when applied to practical device geometries and broader parameter spaces. 

2D Multilayer Device 

To further evaluate the generality of DIRTL, we apply the framework to a different two-dimensional layered 

structure. In this case, the device consists of a binary random pattern in both the x and y directions. Specifically, 

the structure is composed of 8 cells along the x-axis and 4 cells along the y-axis, where each cell is randomly 

assigned either SiO2 (𝑛 = 1.46) or Si3N4 (𝑛 = 2.02), with operation wavelengths centered around 500 nm. The 

periodicity is fixed at 1µm, and each layer has a thickness of 1µm, resulting in a total device thickness of 4µm. The 

transmission medium is set to SiO2. Training data were generated under TM-polarized plane-wave incidence at 3 

wavelength points (500, 550, and 600 nm). The overall simulation setup is illustrated in Fig. S15(a).  

 

Figure S15 Problem schematic and results of 2D multilayer device problem. (a) Schematic of the 2D multilayer problem 

setup. The design space consists of random binary patterns of SiO2 and Si3N4 on a SiO2 substrate. The structure comprises 

four stacked layers along the z-direction, each containing 8 cells along the x-direction. (b) Error distribution comparison 

between the baseline FNO and f-DIRTL FNO on test samples. Both models were trained on a dataset of 320k samples and 

evaluated on a test set of 10k randomly generated structures. (c) Comparison of predicted field distributions for the baseline 

FNO and f-DIRTL FNO (top), along with the corresponding error maps (bottom). 
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Table S6 Training results of 2D multilayer device. Comparison of baseline FNO and f-DIRTL FNO trained on each dataset 

size. The dataset size indicates how many random structures were used, while each structure was sampled on 3 wavelength 

points. Comparison is done via normalized 𝐿2(%) error.  

Training Method 
Error for Each Training Dataset Size (%) 

10k 20k 40k 80k 160k 320k 

Baseline FNO 28.8 23.6 18.4 14.8 12.7 10.8 

f-DIRTL FNO 31.7 23.7 18.5 14.5 12.1 10.0 

 

For comparison between the baseline and f-DIRTL approaches, we employed FNO model. The pretrained 

model consists of 8 layers, while the final fine-tuned model uses 10 layers. To ensure sufficient representational 

capacity during pretraining, a relatively larger model was used for pretrain, and the first 5 layers were subsequently 

transferred to the fine-tuning stage, with the remaining layers left trainable to enable effective adaptation to the 

target task. To ensure a fair comparison, hyperparameters, including learning rates and model architectures, were 

optimized for both baseline and f-DIRTL. For the DIRTL framework, the total dataset was evenly divided between 

the pretraining and fine-tuning stages. The pretraining dataset was generated with artificial material loss, while the 

fine-tuning dataset was lossless. Specifically, for the lossy dataset, a material loss of 𝑘 = 0.01 was introduced for 

both material indices, consistent with the 1D binary grating problem. 

As shown in Fig. S15(b,c) and Table S6, the f-DIRTL model outperforms the baseline under sufficient training 

data. Notably, at smaller dataset sizes, the baseline exhibits better inference performance than f-DIRTL. However, 

as the amount of training data increases, f-DIRTL surpasses the baseline, demonstrating superior scalability with 

respect to data. This behavior can be attributed to the increasing accuracy of the pretrained model as the dataset 

grows, which directly enhances the quality of the fine-tuned model. These results highlight the importance of a 

well-trained pretrained core in the DIRTL framework. Importantly, this requirement does not limit the practicality 

of the method. In typical surrogate-solver applications within downstream optimization workflows, models are 

already trained on large datasets to achieve high accuracy. Incorporating DIRTL into such pipelines can further 

improve data efficiency while enhancing predictive performance. 

From a theoretical perspective, the underlying mechanism of DIRTL is not restricted to 1D systems. The 

framework is motivated by the relaxation of high-Q resonances through fictitious loss, grounded in QNM physics. 

This mechanism is general and can naturally extend to higher-dimensional systems, where resonant behavior 

likewise originates from QNM dynamics, albeit with more complex modal coupling, polarization mixing, and 

interference effects. Consistent with this expectation, DIRTL also demonstrated performance improvements for the 

considered 2D multilayer problem, suggesting that the framework has the potential to generalize beyond the simple 

1D binary grating dataset explored in this work. 

Meanwhile, we observe a degradation in the performance of DIRTL compared to the 1D binary problem 

presented in the main text. This can be attributed to the increased complexity of the global field dynamics in the 
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present problem, where the model must capture not only resonant behavior but also the overall field distribution. 

As a result, the model struggles to accurately represent the full physical response. This challenge is particularly 

pronounced in low-data regimes, where inaccuracies in the pretraining stage lead to significant misrepresentation 

that propagates into the fine-tuning phase, as discussed previously. 

These results suggest that, for more complex and higher-dimensional problems, addressing resonance alone is 

insufficient for DIRTL to succeed. Accurately capturing the global field response remains a critical challenge. 

Therefore, future progress will require not only improvements in handling resonant features but also advances in 

dataset construction, model architecture design, physics-informed learning approaches, and transfer learning 

strategies.  
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